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Abstract

In this study, we aimed to detect defects on solar panels using a specially de-
signed 2D CNN architecture to classify images from the publicly available ELPV
dataset. The images were organized into four classes based on the crystalline
type and defect probability values specified in the dataset’s CSV file. An initial
analysis showed class imbalance, which was addressed through oversampling to
match the largest class, resulting in both balanced and unbalanced datasets for
comparative analysis. Our 2D CNN model was trained for 30 epochs on both
datasets, yielding F1 scores of 83.72% for the unbalanced data and 95.45% for
the balanced data, indicating that data balancing significantly enhanced defect
detection. To further demonstrate the model’s efficacy, accuracy-loss plots and
confusion matrices were generated for both datasets. Additionally, heatmaps
from the final CNN layer highlighted areas of focus, revealing that the model
trained on balanced data targeted defect regions more accurately. These findings
underscore the importance of data balancing in improving solar panel defect clas-
sification.
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1 Introduction

Photovoltaic (PV) panels have emerged as essential devices for renewable energy pro-
duction due to their ability to harness solar power and convert it into electricity, thereby
addressing the need for sustainable and clean energy sources. Crystalline silicon (c-Si)
technology, covering over 90% of the global PV market, is primarily used due to its
cost-effectiveness and high energy conversion efficiency [1][2]. As the demand for re-
newable energy grows, PV panels have become critical for energy grids, making



efficient and reliable operation essential for energy security and environmental goals
[31[4].

The operational lifespan of PV modules is crucial for ensuring consistent power output
and lowering maintenance costs, especially in large-scale installations. Maintaining
panel performance minimizes power loss and extends module life, contributing to sus-
tainable solar technology development [5][6]. However, over time, PV panels face nu-
merous challenges, including mechanical stress from handling, transportation, and en-
vironmental exposure, which can lead to the development of cracks [7][8]. Cracks on
PV panels commonly arise from factors such as thermal cycling, mechanical stress dur-
ing manufacturing, or environmental impacts like hail and wind [8][9]. These cracks
can be detrimental, as they may create pathways for moisture ingress, result in inactive
cell regions, or reduce electrical output by disrupting current flow [1][6]. Additionally,
cracks can lead to hotspots, which are localized areas of excessive heat that further
degrade panel performance and could potentially cause safety hazards if left unchecked
[8].

Detecting cracks on PV panels is essential for early intervention. Signs of cracks in-
clude visible lines or darkened regions in EL images, especially around busbars or along
edges, indicating areas with interrupted current flow [8][10]. Advanced imaging meth-
ods have thus been developed to identify these defects, with EL imaging being one of
the most widely used. EL imaging captures high-resolution images of solar cells by
injecting current into the PV cells, making defect-prone areas appear darker and provid-
ing critical insights into panel health [1][4]. Traditional methods of defect detection in
PV modules include infrared (IR) thermography, I-V curve measurements, and EL im-
aging. While IR imaging is useful for identifying hotspots caused by short circuits or
inactive regions, it cannot effectively detect smaller defects like micro-cracks due to its
lower spatial resolution [1][3]. The I-V curve test provides an overview of a module’s
performance but fails to pinpoint specific defective cells. In contrast, EL imaging pro-
vides highly detailed visual data, enabling the detection of fine anomalies and is, there-
fore, more suited for identifying defects at the cell level [4].

The advent of deep learning has significantly improved defect detection capabilities in
PV panels. Convolutional Neural Networks (CNNs), for instance, have shown high ac-
curacy in image-based defect detection, enabling more precise and faster analysis com-
pared to traditional methods [2][10]. Techniques such as transfer learning and ensemble
modeling in CNNs enhance model robustness, allowing effective defect identification
even with limited training data [1][2]. Automated approaches not only improve detec-
tion efficiency but also reduce the need for manual inspection, making large-scale PV
plant management more feasible [3]. Data augmentation is a common technique to ad-
dress data imbalance by generating additional synthetic images, thereby enhancing the
model's ability to learn across a broader range of defect patterns [4]. Ensuring balanced
class data is critical, as it prevents models from favoring certain classes, which is par-
ticularly beneficial for PV panel defect detection where defect occurrence rates are in-
herently unbalanced [8].

Heatmaps, which highlight areas of a model's attention, are beneficial for defect classi-
fication as they visually confirm the regions the model focuses on, ensuring that defect
localization aligns with the actual defect zones on the panel [6]. Such interpretability



aids in validating the model’s decision-making, especially in high-stakes applications
like PV module monitoring [7].

In this study, we focus on defect detection in solar panels by employing a specialized
2D CNN model trained on the ELPV dataset. Images were divided into four classes
(defective_mono, defective poly, not defective mono, not defective poly) based on
the crystalline type and defect presence. To mitigate class imbalance, an oversampling
method was used, creating balanced and unbalanced datasets for comparative evalua-
tion. Training the model with balanced data improved defect detection accuracy, as
reflected in higher F1 scores. Heatmaps generated during the classification process fur-
ther demonstrated that the model accurately localized defects when trained on the bal-
anced dataset. These findings reinforce the effectiveness of data balancing and deep
learning for PV module defect detection, contributing to improved diagnostic reliability
in PV plant operations.

2 Literature Review

Aghaei et al. (2022) examine degradation and failure mechanisms in photovoltaic (PV)
modules, detailing environmental stress factors that impact module lifespan. They dis-
cuss failure modes by component, underscoring the importance of robust design and
reliability testing to minimize performance losses in PV modules under field conditions.
However, their work is limited in addressing the economic feasibility of implementing
the suggested reliability measures in various geographic regions with differing envi-
ronmental conditions. Furthermore, the proposed strategies lack empirical validation
through large-scale field studies, which reduces the generalizability of their conclusions
[11]. Hassan & Dhimish (2022) explore the impact of soiling and anti-reflective coat-
ings on PV performance, as well as the feasibility of solar roads. The authors highlight
the energy losses due to dust accumulation on PV modules, proposing enhanced clean-
ing and coating techniques to improve energy yield in regions with high dust exposure.
While the study provides innovative suggestions, it does not offer a cost-benefit analy-
sis for deploying these advanced coatings on a global scale, nor does it consider long-
term degradation effects on coatings themselves. The feasibility of large-scale solar
road implementation is also not backed by sufficient pilot project data, limiting practi-
cal applicability [12]. Li et al. (2022) cover recent advancements in convolutional neu-
ral networks (CNNs), including multi-dimensional applications in PV defect detection.
The paper emphasizes CNN's adaptability across various tasks but notes challenges in
hardware requirements, which are crucial in PV applications that demand real-time pro-
cessing and efficient data handling. Despite its comprehensive coverage of CNN ad-
vancements, the study does not address the potential limitations of applying high-com-
putation CNNs in resource-constrained environments. Additionally, issues related to
the scarcity of diverse PV defect datasets for effective model training remain underex-
plored [13]. Wang et al. (2022) introduce a field-programmable gate array (FPGA)-
accelerated dual-flow network for micro defect detection in PV cells, focusing on effi-
ciency and low power consumption. The method uses CNN-based detection to identify
micro defects, achieving high accuracy with reduced computational requirements,



making it suitable for real-time PV monitoring. However, the dependency on FPGA
hardware may limit its adaptability across various industrial settings due to high initial
investment costs and maintenance complexities. Moreover, the study lacks an in-depth
discussion of potential trade-offs between detection accuracy and power consumption
in extreme conditions [14]. Hassan & Dhimish (2023) developed a CNN-aided defect
detection system to automate quality control in PV modules. The model, validated with
EL images, achieves high accuracy by efficiently identifying defects such as potential-
induced degradation, offering a cost-effective solution for large-scale PV inspections.
Nevertheless, the lack of validation on diverse datasets, especially from different cli-
matic conditions, limits the robustness of the proposed system. The paper also does not
investigate the system’s performance under varying image quality or resolution, which
are common in real-world scenarios [15]. Al-Otum (2023) leverages a custom CNN,
including multi-scale feature extraction, to detect PV cell defects in EL images. The
CNN model outperformed standard models by capturing diverse defect patterns,
demonstrating the advantage of multi-scale analysis in enhancing defect classification
accuracy. While promising, the computational cost of multi-scale analysis for large da-
tasets and its applicability in low-resource industrial environments remain significant
challenges that are not addressed. Additionally, the potential overfitting risk due to
complex architectures is not discussed [16]. Acikgoz et al. (2023) use residual-incep-
tion networks and spatial pyramid pooling to improve defect classification in PV mod-
ules by addressing data imbalance through offline data augmentation. The pooling lay-
ers enhance feature representation across scales, resulting in better classification accu-
racy in complex EL image backgrounds. However, the reliance on offline data augmen-
tation raises concerns about scalability in real-time systems. The method's performance
on imbalanced datasets, despite augmentation, is not thoroughly analyzed, potentially
affecting its reliability [17]. Korovin et al. (2023) introduce SeMaCNN, a CNN-based
model for anomaly detection in heterojunction solar cells, using Mahalanobis distance
for semi-supervised training on imbalanced datasets. The model achieves high-perfor-
mance metrics, proving effective in defect detection and suitable for integration into
industrial PV quality control systems. Nonetheless, the semi-supervised approach as-
sumes the availability of sufficient high-quality labeled data for initial training, which
is not always feasible. Additionally, the computational overhead introduced by Ma-
halanobis distance calculations is not quantified [18]. The review by Pimpalkar et al.
(2023) on PV failure modes and effects analysis (FMEA) emphasizes the need for com-
prehensive data collection and criticality assessment. The study highlights the im-
portance of a systematic approach to detect early PV failures, promoting strategies for
improved maintenance and reliability management. However, the study’s reliance on
qualitative assessments reduces its reproducibility and limits its applicability for auto-
mated systems. Furthermore, it does not propose actionable guidelines for integrating
FMEA into real-time monitoring frameworks [19]. Zhang et al. (2024) present a light-
weight CNN optimized through neural architecture search and knowledge distillation
for PV cell defect detection in EL images. The model leverages online data augmenta-
tion, achieving high classification accuracy with minimal computational resources,
making it highly suitable for industrial deployment. Despite its efficiency, the model's
reliance on neural architecture search introduces a significant upfront computational



burden for optimization. Moreover, the model's adaptability to dynamic real-world con-
ditions, such as variable illumination, remains untested [20].

3 Proposed Methodology

The Proposed Methodology section details the methodology used in our defect detec-
tion approach, divided into three main parts: the Dataset, Preprocessing, and Models.
Each subsection outlines the steps involved in preparing the data, processing it to ensure
a balanced distribution across classes, and building a custom 2D Convolutional Neural
Network (CNN) architecture for classification.

3.1 Data Set

In this study, we utilize the ELPV dataset [21], which has been widely adopted in the
literature for photovoltaic panel inspection and defect analysis. The dataset, accessible
through GitHub [22][23], comprises a comprehensive collection of images designed to
facilitate the identification and classification of defects in photovoltaic (PV) modules.
This dataset includes images of both monocrystalline and polycrystalline solar cells,
each annotated with associated defect probabilities and crystalline types, provided
within an accompanying CSV file.

To better suit the objectives of this study, we have restructured the dataset into four
specific classes based on both crystalline type and defect probability. In particular, im-
ages with a defect probability below 50% are categorized as not defective, while those
with a defect probability of 50% or higher are classified as defective. Following this
classification approach, we established the following groups: defective_mono (369 im-
ages), not_defective_mono (705 images), defective_poly (452 images), and not_defec-
tive poly (1,098 images). Each class provides a distinct subset of the dataset that ena-
bles robust analysis of both defect presence and crystalline type. An example image
from each of these four classes is shown in Fig. 1, offering a visual representation of
the diverse characteristics present in this dataset. This categorization framework sup-
ports a structured evaluation of defect detection, enhancing the interpretability and ac-
curacy of subsequent modeling and analysis.

(a) (b) (d)

Fig. 1. ELPV dataset image examples from the class (a) defective_poly, (b) not_defective
poly, (c) defective_mono, and (d) not_defective_mono



3.2  Preprocessing

Before training the models, the dataset undergoes several preprocessing steps essential
for standardizing and preparing the data for analysis. These steps ensure that the images
are compatible with the input requirements of our models, enhance the model’s ability
to learn robustly, and address class imbalance to improve generalizability across cate-
gories. Initially, each image is converted to a single-channel grayscale format. This
conversion reduces the dimensionality of the data while preserving essential features,
as color information is not critical for detecting defects in photovoltaic cells. Grayscale
conversion also standardizes the input format, allowing the model to focus on texture
and structural patterns that differentiate defective and non-defective classes. Normali-
zation is subsequently applied to scale pixel values to a uniform range. Normalization
is important because it stabilizes the gradients during training, thus helping the model
converge more effectively. Following normalization, each image is converted to a
PyTorch tensor, which is necessary for efficient data handling and model compatibility
within the PyTorch framework.

A critical aspect of our preprocessing strategy is data augmentation, specifically
through oversampling, aimed at addressing the class imbalance present in the dataset.
Class imbalance occurs when certain classes are significantly underrepresented, as is
the case in our data, where the not defective poly class initially contains 1,098 images,
while the defective_mono class contains only 369 images. Training a model on imbal-
anced data may lead to biased learning, where the model overly favors the majority
classes, resulting in poor performance of the minority classes. To counteract this, we
employ the oversampling method, which replicates images in the minority classes until
each class contains an equal number of samples, in this case, 1,098 images. This bal-
ancing approach is achieved with Python code. In this code, we first compute the count
of images in each class. The maximum class count (1,098) is then used as the target
number of images for each class. We apply oversampling by duplicating images from
the minority classes until each class reaches this target. This ensures that our final, bal-
anced dataset has an equal representation of all classes.

As illustrated in the pie charts given in Fig. 2, the data distribution shifts from being
imbalanced to perfectly balanced after this process. This augmentation method en-
hances the model’s learning capability by providing an equal opportunity for each class

Original ELPV Dataset Distribution Balanced ELPV Dataset Distribution
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(a)
Fig. 2. Data distributions of (a) unbalanced and (b) balanced datasets



during training, thereby reducing class bias. Consequently, the model is expected to
yield improved accuracy across all classes, fulfilling our primary objective of demon-
strating the significance of data balancing through oversampling.

3.3 Models

The custom 2D Convolutional Neural Network (CNN) used in this study is designed to
classify images of photovoltaic cells into four classes. The architecture of this network
is displayed in Fig. 3, which outlines the detailed layer-by-layer construction. This
model is tailored to handle 300x300 pixel input images and leverages a series of con-
volutional, pooling, batch normalization, and fully connected layers to progressively
extract features, culminating in a final classification layer.

The model begins with a sequence of convolutional layers. The first convolutional layer
(convl) accepts a single-channel input image (grayscale). It applies 32 filters with a
3x3 kernel size, a stride of 1, and padding of 1, producing an output with the same
spatial dimensions, 300x300, but with 32 channels. This initial layer captures low-level
features such as edges and textures. Each convolutional layer is followed by a batch
normalization layer (e.g., bnl), which normalizes the output of the convolution to sta-
bilize the training process, reduce internal covariate shifts, and improve generalization.
An activation function, specifically ReLU (Rectified Linear Unit), is applied after each
normalization layer, adding non-linearity to enable the network to capture more com-
plex patterns. The next convolutional layers, conv2 and conv3, apply progressively
larger numbers of filters (64 and 128, respectively), enabling the model to learn increas-
ingly abstract features at each stage. As with the first layer, these layers use 3x3 kernels
with a stride of 1 and padding of 1. The feature map size is halved after each convolu-
tional layer due to the pooling operations, which reduce the spatial dimensions by ap-
plying a 2x2 max-pooling layer after each convolution. Max-pooling retains the most
prominent features from each feature map region, making the model more robust to
small shifts or distortions in the input image. The addition of a fourth convolutional
layer, conv4, with 256 filters and a similar 3x3 kernel, extends the model's depth and
allows it to capture even higher-level features, which can be particularly useful in dif-
ferentiating between complex classes. This is followed by another batch normalization
layer (bn4), which helps manage the increased complexity and depth of the network.
The series of convolutional and pooling operations compresses the 300x300 input down
to a much smaller feature map, effectively condensing the image information and con-
centrating it on the most important features needed for classification.
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After these feature extraction layers, the model transitions to fully connected layers,
where the condensed features are interpreted for classification. First, the feature map
output from conv4 and pool is flattened to create a one-dimensional vector. This vector
then passes through a fully connected layer (fc1) with 512 neurons, followed by another
fully connected layer (fc2) with 256 neurons. Between each of these layers, dropout
layers (dropoutl and dropout2) are applied to randomly deactivate 50% of neurons dur-
ing training, which reduces overfitting and improves the model’s ability to generalize
across different datasets. ReLU activation functions follow each fully connected layer
to introduce non-linearity and further enhance the model's learning capabilities. The
final fully connected layer (fc3) outputs a vector with a size equal to the number of
classes (4 in this case), providing the classification scores for each class. This layer acts
as the decision-making component, assigning each input image to one of the four clas-
ses based on the learned features from the preceding layers.

This architecture efficiently balances complexity and capacity, employing multiple lay-
ers of convolution and pooling to progressively extract relevant features while incorpo-
rating regularization methods (batch normalization and dropout) to prevent overfitting.
The overall design allows for the robust classification of photovoltaic cell images, ac-
commodating the diverse features across the different classes.

4 Experimental Results

The Experimental Results section details the experiments in our defect detection ap-
proach, divided into three main parts: the Experimental Setup, Hyperparameter Tuning,
and Results. These subsections include the hardware and software used in our experi-
ments, the dataset splitting process, the reasons for the selected hyperparameters, and
lastly presenting and analyzing our findings.

4.1 Experimental Setup

The experiments in this study were conducted within a controlled computing environ-
ment to ensure reproducibility and computational efficiency. The hardware utilized in-
cludes a system running the Windows 10 operating system, equipped with a 32 GB
Nvidia GeForce GTX 1080 GPU, 32 GB of RAM, and a 6-core Intel Core i7 CPU (5th
generation) operating at a 3.5 GHz clock speed. The entire experimental codebase was
developed using the PyTorch library within the Python programming language, lever-
aging PyTorch's flexibility and deep learning capabilities to implement and train the
custom CNN architecture effectively.

For model training, the dataset was split into training, validation, and testing sets using
an 80-10-10 distribution, respectively. This splitting approach was consistently applied
to both the balanced and unbalanced versions of the dataset, providing a reliable basis
for performance comparison across the two setups. Following this division, 80% of the
images were designated for training to allow the model to learn representative features.
Meanwhile, 10% of the data was allocated to the validation set for hyperparameter tun-
ing and model refinement, and the remaining 10% was reserved for the test set to ob-
jectively evaluate the model's generalization performance. Table 1 presents the number



of images in each set (train, validation, and test) for both the balanced and unbalanced
datasets, as well as the total number of images per class. As shown in the table, balanc-
ing the dataset successfully equalized the image distribution across classes, addressing
the class imbalance seen in the unbalanced dataset. This setup ensures that the model’s
performance can be reliably assessed under both balanced and unbalanced conditions,
highlighting the effect of balanced training data on classification outcomes.

Table 1. Original and balanced dataset splittings.

Original Dataset Balanced Dataset
Class Total Train Validation Test Total Train Validation Test
Not_defective poly 1098 878 110 110 1098 878 109 109
Not_defective mono 705 564 70 71 1098 878 109 109
Defective poly 452 362 45 45 1098 878 109 109
Defective_mono 369 295 37 37 1098 878 109 109

4.2 Hyperparameter Tuning

In this study, hyperparameters were carefully selected to optimize the model’s training
and evaluation performance. The input size was set to 300x300x1, preserving the orig-
inal image resolution while adapting the data to the single-channel grayscale format
required by the model. This configuration captures the necessary structural features in
each image while ensuring compatibility with the model architecture. Due to memory
limitations, the batch size was set to 16, balancing computational efficiency with avail-
able memory resources. The cross-entropy loss was chosen as the loss function, given
its suitability for multi-class classification tasks, as it effectively measures the diver-
gence between predicted and actual class distributions. The Adam optimizer was em-
ployed to manage the model’s parameter updates. Adam combines the benefits of both
momentum and adaptive learning rate optimization, which accelerates convergence and
improves training stability. The training was conducted over 30 epochs to allow the
model sufficient time to learn from the data without risking overfitting. The initial
learning rate was set to 0.0001, a conservative choice aimed at stabilizing early learn-
ing. Additionally, to prevent the model from staying at suboptimal points, the learning
rate was automatically reduced by 10% if the validation loss did not decrease over 3
consecutive epochs. This dynamic adjustment helps the model to escape potential plat-
eaus in the loss function, refining the training process for enhanced model performance.

4.3  Results

This subsection presentsccc the outcomes of both the training and evaluation phases of
the model, comparing results obtained from the balanced and unbalanced datasets. The
accuracy and loss curves for the training phase, shown in Fig. 4, provide insights into
the model’s performance across epochs with unbalanced and balanced datasets. In both
figures, the horizontal axis represents the epoch count, while the vertical axis displays
accuracy and loss values. Examining these figures reveals that, in the balanced dataset
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case, the accuracy and loss values are closer to each other across epochs compared to
the unbalanced dataset case. This reduced variability in accuracy and loss demonstrates
the stability of training when using a balanced dataset, where the model is exposed
equally to each class, reducing biases toward any single class. Consequently, balanced
data training ensures that the model learns features from each class more effectively,
achieving better generalization to unseen data.

After completing the training, the model was evaluated on test data. The test results,
summarized in Table 2, include key performance metrics: Accuracy, Precision, Recall,
and F1 Score. These metrics each hold specific significance. Accuracy represents the
overall correctness of predictions across all classes. Precision reflects the model’s reli-
ability in predicting each class, measuring the proportion of true positive predictions
out of all positive predictions. Recall gauges the model’s capacity to identify all rele-
vant instances of a class, assessing the proportion of true positives within the actual
positive instances. F1 Score combines Precision and Recall into a single measure, of-
fering a balance between the two. It is particularly useful in imbalanced datasets to
provide a holistic measure of performance. As seen in Table 2, the F1 Score achieved
with the model trained on the unbalanced dataset is 83.72%, while the model trained
on the balanced dataset reaches an F1 Score of 95.45%. This notable improvement
across all metrics demonstrates the efficacy of training with balanced data. The bal-
anced dataset model can accurately identify and distinguish each class, emphasizing the
importance of data balancing in achieving reliable classification results.

To further illustrate the evaluation results, confusion matrices were generated for both

Training & Validation Loss and Accuracy over Epochs

(a) (b)

Fig. 4. Accuracy-loss graph for the (a) unbalanced and (b) balanced dataset training.

Table 2. Summary of experimental results.

Metric Original Dataset Balanced Dataset
Accuracy 84.03 95.45
Precision 83.80 95.47
Recall 84.03 95.45

F1Score 83.72 95.45
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balanced and unbalanced dataset models as shown in Fig. 5. These matrices display the
counts of correctly classified samples along the diagonals and the misclassified samples
in the off-diagonal cells. As shown, the model trained with the balanced dataset has
significantly fewer misclassifications than the unbalanced dataset model. This improve-
ment reinforces the benefit of balanced data, allowing the model to better capture rep-
resentative features of each class and resulting in more accurate predictions.

Another aspect analyzed in this study is the focus regions during the model's decision-
making process, represented through heat maps. Heat maps indicate the areas within an
image that the model considers most influential when making classifications, providing
insight into the model’s interpretability and localization abilities. By highlighting the
regions that contribute most to its decisions, heat maps enable an understanding of
whether the model is focusing on relevant features for defect detection. To assess the
impact of data balancing on model focus, heat maps were generated for selected test
images. Figs. 6 and 7 display heat maps for the balanced and unbalanced dataset mod-
els, respectively. The balanced dataset model consistently highlights the defective areas
on solar panels, while the unbalanced dataset model tends to focus on irrelevant regions.
This concentration on defect locations in the balanced dataset model indicates that it
has learned to prioritize meaningful features, thereby enhancing its defect detection ca-
pability. This focus on relevant regions suggests that the balanced model has developed
a more accurate and interpretable understanding of the task, which is advantageous in
real-world applications where precise defect identification is critical.

Confusion Matrix Confusion Matrix

defective_mono defective_mono - 27 0 10 o

not_defective_mono - defective_poly - 1 29 0 15

True Label
True Label

not_defective_poly - not_defective_mono - 9 0 o

defective_poly - not_defective_poly - 0 7 0

o o
& o

&

N &
Predicted Label Predicted Label

Fig. 5. Confusion matrix for the (a) balanced and (b) unbalanced dataset models.

Fig. 6. Balanced model testing heatmaps for the randomly selected four test images
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Fig. 7. Unbalanced model testing heatmaps for the randomly selected four test images

Overall, the results underscore the importance of using a balanced dataset in training,
leading to improved model performance, more reliable predictions, and enhanced
interpretability through focused attention on relevant image regions.

5 Conclusions

In this study, we have demonstrated a novel approach to defect detection in photo-
voltaic (PV) panels by designing a 2D CNN architecture tailored to effectively classify
EL images into distinct categories based on crystalline structure and defect presence.
Our experimental findings highlighted the critical impact of addressing class imbalance
through data balancing techniques, which led to significantly enhanced classification
performance. Specifically, the balanced dataset yielded an F1 score of 95.45%, com-
pared to 83.72% in the unbalanced dataset, underscoring the importance of balanced
training data in achieving reliable and accurate defect detection. The results validate
the effectiveness of our approach in targeting defect regions with high precision, as
confirmed by the heatmaps generated for model interpretability. These heatmaps re-
vealed that the model trained on balanced data consistently localized defects more ac-
curately, reinforcing the model's robustness and suitability for real-world applications
where early defect identification is essential. Future work can expand on this research
by refining the current model architecture, incorporating transfer learning to leverage
knowledge from larger datasets, or applying ensemble learning methods to further im-
prove classification accuracy. Exploring alternative data augmentation strategies or uti-
lizing advanced techniques such as synthetic image generation could address limita-
tions posed by data availability. Additionally, extending this methodology to different
types of PV defects or adapting it to other renewable energy systems may further
broaden its applicability and impact in the field.

References

1. Wugqin Tang, Qiang Yang, Kuixiang Xiong, Wenjun Yan, Deep learning based automatic
defect identification of photovoltaic module using electroluminescence images,Solar En-
ergy, Volume 201,2020,Pages 453-460,ISSN 0038-
092X https://doi.org/10.1016/j.solener.2020.03.049.

2. M. R. Rahman, S. Tabassum, E. Haque, M. M. Nishat, F. Faisal and E. Hossain, "CNN-
based Deep Learning Approach for Micro-crack Detection of Solar Panels," 2021 3rd



10.

11.

12.

13.

14.

15.

13

International Conference on Sustainable Technologies for Industry 4.0 (STI), Dhaka, Bang-
ladesh, 2021, pp. 1-6, doi: 10.1109/ST153101.2021.9732592.

Mustafa Yusuf Demirci, Nurettin Besli, Abdiilkadir Giimis¢ii, Efficient deep feature extrac-
tion and classification for identifying defective photovoltaic module cells in Electrolumi-
nescence images, Expert Systems with Applications, Volume 175, 2021, 114810, ISSN
0957-4174, https://doi.org/10.1016/j.eswa.2021.114810.

Urtzi Otamendi, Inigo Martinez, Marco Quartulli, Igor G. Olaizola, Elisabeth Viles, Werther
Cambarau, Segmentation of cell-level anomalies in electroluminescence images of photo-
voltaic modules, Solar Energy, Volume 220, 2021, Pages 914-926, ISSN 0038-092X,
https://doi.org/10.1016/j.solener.2021.03.058.

Xiaoliang Qian, Jing Li, Jinde Cao, Yuanyuan Wu, Wei Wang, Micro-cracks detection of
solar cells surface via combining short-term and long-term deep features, Neural Networks,
Volume 127, 2020, Pages 132-140, ISSN 0893-6080,
https://doi.org/10.1016/j.neunet.2020.04.012.

M. Dhimish and P. Mather, "Ultrafast High-Resolution Solar Cell Cracks Detection Pro-
cess," in IEEE Transactions on Industrial Informatics, vol. 16, no. 7, pp. 4769-4777, July
2020, doi: 10.1109/TI1.2019.2946210.

Mustafa Yusuf Demirci, Nurettin Besli, Abdiilkadir Glimiisc¢ii, Efficient deep feature extrac-
tion and classification for identifying defective photovoltaic module cells in Electrolumi-
nescence images,Expert Systems with Applications,Volume 175,2021,114810,ISSN 0957-
4174 https://doi.org/10.1016/j.eswa.2021.114810.

Dhimish, M., Lazaridis, P.I. An empirical investigation on the correlation between solar cell
cracks and hotspots. Sci Rep 11, 23961 (2021). https://doi.org/10.1038/s41598-021-03498-
z.
Parikh, H.R.; Buratti, Y.; Spataru, S.; Villebro, F.; Reis Benatto, G.A.D.; Poulsen, P.B.;
Wendlandt, S.; Kerekes, T.; Sera, D.; Hameiri, Z. Solar Cell Cracks and Finger Failure De-
tection Using Statistical Parameters of Electroluminescence Images and Machine Learning.
Appl. Sci. 2020, 10, 8834. https://doi.org/10.3390/app10248834.

C. Shou et al., "Defect Detection with Generative Adversarial Networks for Electrolumines-
cence Images of Solar Cells," 2020 35th Youth Academic Annual Conference of Chinese
Association of Automation (YAC), Zhanjiang, China, 2020, pp. 312-317, doi:
10.1109/YAC51587.2020.9337676.

M. Aghaei, A. Fairbrother, A. Gok, S. Ahmad, S. Kazim, K. Lobato, G. Oreski, A. Reinders,
J. Schmitz, M. Theelen, P.Yilmaz, J. Kettle,Review of degradation and failure phenomena
in photovoltaic modules,Renewable and Sustainable Energy Reviews,Volume
159,2022,112160,ISSN 1364-0321,https://doi.org/10.1016/].rser.2022.112160.

Hassan, S.; Dhimish, M. Review of Current State-of-the-Art Research on Photovoltaic Soil-
ing, Anti-Reflective Coating, and Solar Roads Deployment Supported by a Pilot Experiment
on a PV Road. Energies 2022, 15, 9620. https://doi.org/10.3390/en15249620.

Z.Li, F. Liu, W. Yang, S. Peng and J. Zhou, "A Survey of Convolutional Neural Networks:
Analysis, Applications, and Prospects," in IEEE Transactions on Neural Networks and
Learning Systems, vol. 33, no. 12, pp. 6999-7019, Dec. 2022, doi:
10.1109/TNNLS.2021.3084827.

Haoxuan Wang, Huaian Chen, Ben Wang, Yi Jin, Guigiang Li, Yan Kan,High-efficiency
low-power microdefect detection in photovoltaic cells via a field programmable gate array-
accelerateddual-flow network,Applied Energy,Volume318,2022,119203,ISSN  0306-
2619,https://doi.org/10.1016/j.apenergy.2022.119203.

Sharmarke Hassan, Mahmoud Dhimish,Enhancing solar photovoltaic modules quality as-
surance through convolutional neural network-aided automated defect detection,Renewable



14

16.

17.

18.

19.

20.

21.

22.

23.

Energy,Volume 219, Part 1,2023,119389,ISSN 0960-
1481,https://doi.org/10.1016/j.renene.2023.119389.

Hazem Munawer Al-Otum,Deep learning-based automated defect classification in Electro-
luminescence images of solar panels,Advanced Engineering Informatics,Volume
58,2023,102147,ISSN 1474-0346,https://doi.org/10.1016/j.aei.2023.102147.

Hakan Acikgoz, Deniz Korkmaz, Umit Budak,Photovoltaic cell defect classification based
on integration of residual-inception network and spatial pyramidpooling in electrolumines-
cence images,Expert Systems with Applications,Volume 229, Part A,2023,120546,ISSN
0957-4174,https://doi.org/10.1016/j.eswa.2023.120546.

Alexey Korovin, Artem Vasilev, Fedor Egorov, Dmitry Saykin, Evgeny Terukov, Igor
Shakhray, Leonid Zhukov, Semen Budennyy, Anomaly detection in electroluminescence im-
ages of heterojunction solar cells,Solar Energy,Volume 259,2023,Pages 130-136,ISSN
0038-092X https://doi.org/10.1016/j.solener.2023.04.059.

Rita Pimpalkar, Anil Sahu, Rajkumar Bhimgonda Patil, Anindita Roy,A comprehensive re-
view on failure modes and effect analysis of solar photovoltaic system,Materials Today:
Proceedings, Volume 77, Part 3,2023,Pages 687-691,ISSN 2214-
7853, https://doi.org/10.1016/j.matpr.2022.11.353.

Jinxia Zhang, Xinyi Chen, Haikun Wei, Kanjian Zhang,A lightweight network for photo-
voltaic cell defect detection in electroluminescence images based on neuralarchitecture
search and knowledge distillation,Applied Energy,Volume 355,2024,122184,ISSN 0306-
2619,https://doi.org/10.1016/j.apenergy.2023.122184.

Buerhop-Lutz, C.; Deitsch, S.; Maier, A.; Gallwitz, F.; Berger, S.; Doll, B.; Hauch, J.; Ca-
mus, C. & Brabec, C. J. A Benchmark for Visual Identification of Defective Solar Cells in
Electroluminescence Imagery. European PV Solar Energy Conference and Exhibition (EU
PVSECQ), 2018. DOI: 10.4229/35thEUPVSEC20182018-5CV.3.15.

Deitsch, S., Buerhop-Lutz, C., Sovetkin, E., Steland, A., Maier, A., Gallwitz, F., & Riess,
C. (2021). Segmentation of photovoltaic module cells in uncalibrated electroluminescence
images. Machine Vision and Applications, 32(4). DOI: 10.1007/s00138-021-01191-9.
Deitsch, S.; Christlein, V.; Berger, S.; Buerhop-Lutz, C.; Maier, A.; Gallwitz, F. & Riess, C.
Automatic classification of defective photovoltaic module cells in electroluminescence im-
ages. Solar Energy, Elsevier BV, 2019, 185, 455-468. DOI: 10.1016/j.solener.2019.02.067.



